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Introduction to DOLLmC

• Rapid integration of Large Language Models (LLMs) in 
various industries.

• Aim: 
• Establish a scalable framework for LLM customization.

• Adapting DevOps practices to meet LLM customization demands.

• Integration: Trials of various concepts to further train 
the LLM

• ontologies, knowledge maps, and prompt engineering.

• Case study: Development of a domain-specific chatbot for 
the agricultural sector. 



Background on DevOps and 

LLMs

•DevOps: Collaborative approach integrating software development and 
IT operations.

•Key DevOps practices: Automation, continuous monitoring, and rapid
action.

•LLMs: Advanced AI models for natural language processing.

•Examples: GPT-3, GPT-4, Copilot, Llama and more.

•Challenges: Data quality, version control, and deployment. 
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Background for MLOps

• Open source tools
• TensorFlow Extended  TFX (https://www.tensorflow.org/tfx)

• Airflow workflows 
(https://airflow.apache.org/docs/apache-airflow/stable/)

• Kubeflow is dedicated to making deployments of machine learning (ML) workflows on 
Kubernetes (https://www.kubeflow.org/)

• MLFlow https://mlflow.org/

• Commercial 
• Databricks managed mlflow
(https://www.databricks.com/product/managed-mlflow)

• AWS code pipeline

• AWS Sage Maker 

• Azure ML (https://azure.microsoft.com/en-
us/products/machine-learning)

https://www.tensorflow.org/tfx
https://airflow.apache.org/docs/apache-airflow/stable/
https://www.kubeflow.org/
https://mlflow.org/
https://www.databricks.com/product/managed-mlflow


Elements for ML systems



Elements 

for ML 

systems

•Data collection: This is the first stage in the process, where data is collected
from various sources. This data can be used to train the machine learning model.

•Data verification: In this stage, the data is cleaned and verified to ensure that it
is accurate and up-to-date.

•Feature engineering – feature store: In this stage, new features are created
from the data. These features can be used to improve the performance of the 
machine learning model.

•ML code: This stage involves writing the code for the machine learning model. 
The code is typically written in a programming language such as Python or R.

•Model training: In this stage, the machine learning model is trained on the data. 
The model learns to identify patterns in the data that can be used to make
predictions.

•Model analysis: In this stage, the performance of the machine learning model is
evaluated. This is done by testing the model on a set of data that it has not seen
before.

•Testing and debugging: This stage involves testing the machine learning
model to identify and fix any bugs.

•Serving infrastructure - CI/CD automation: This stage involves deploying the 
machine learning model to production. The model is typically deployed on a 
server where it can be accessed by users.

•Monitoring: In this stage, the performance of the machine learning model is
monitored in production. This is done to ensure that the model is performing well
and to identify any problems. 



Elements 

for ML 

systems

•Resource management – training and production 
infrastructure: This refers to the process of managing
the resources that are needed to train and run machine
learning models. These resources can include compute
power, storage, and networking.

•Process management - Workflow orchestration: 
This refers to the process of managing the workflow of 
the MLOps system. This includes tasks such as
scheduling jobs, tracking progress, and monitoring
errors.

•Automation: Automation is an important part of 
MLOps. By automating tasks, MLOps systems can be
more efficient and reliable.

•Metadata management – tracking/logging – model 
registry: Metadata is data about data. In MLOps, 
metadata is used to track the provenance of data and 
models. This is important for ensuring that models are
traceable and auditable. 



Challenge 

1: 

Selection 

of the 

correct 

baseline 

LLM model 

and SW 

developme

nt 

environme

nt

• Model Performance and Capabilities

• Accuracy, Comprehension: 

• Scalability

• Size, Adaptability:

• Cost

• Licensing Fees and Operational Costs

• Support and Community

• Documentation and Community and Support

• Integration and Compatibility

• API Access and Compatibility

• Customization and Fine-Tuning

• Fine-Tuning Capabilities and Pre-trained 

Variants

• Security and Privacy

• Data Privacy, Security

• Language Support: Ensure the model supports the 

languages necessary for your application.



Typical operations –

Amazon SageMaker



Challenge 2: Fine tune the 

LLM

• Define LLM Objectives

• Select a Pre-trained model

• Prepare the data 

• Fine Tuning process

• This is a continuous process



Ontologies and Knowledge 

Maps

•Ontologies: Structured frameworks for knowledge representation.

•Importance in effective decision-making and knowledge discovery.

•Enhancing LLMs' understanding of domain-specific knowledge.

•Integration methods: 

•Knowledge infusion, hybrid models, and prompt engineering.

•Challenges: Continuous updating and maintaining relevance. 



Knowledge maps – necessary for 

specific domains and high 

accuracy of replies
from rdflib import Graph

g = Graph()

g.parse("your_knowledge_graph.rdf")
from transformers import AutoTokenizer, 

AutoModelForSequenceClassification

tokenizer = AutoTokenizer.from_pretrained('bert-base-uncased')

model = 

AutoModelForSequenceClassification.from_pretrained('bert-base-

uncased')

# Create dataset with both text and knowledge graph data

def encode_example(text, graph_data):

tokens = tokenizer(text, padding='max_length', 

truncation=True, return_tensors='pt')

# Process graph data and combine

# This is a simplified example. Actual implementation

depends

# on how you process the graph data.

tokens['graph_data'] = graph_data

return tokens

# Example usage

text = "Example sentence."

graph_data = g.serialize(format='nt')

encoded_example = encode_example(text, graph_data)

Create knowledge graph

training_args = TrainingArguments(

output_dir='./results',

evaluation_strategy="epoch",

learning_rate=2e-5,

per_device_train_batch_size=16,

num_train_epochs=3,

weight_decay=0.01,

)

# Create a custom dataset class if needed to handle both text and graph data

trainer = Trainer(

model=model,

args=training_args,

train_dataset=custom_dataset['train'],

eval_dataset=custom_dataset['test']

)

trainer.train()

Combine it with other texts

Train the model

1

2

3



Challenge 3: Prompt 

Engineering for LLMs

• It is a key step for optimizing LLM operations.

• Generating input prompts to guide LLM outputs.

• Importance in sectors requiring accuracy and specificity.

• Translating structured knowledge into actionable insights.



Key Techniques in Prompt 

Engineering

• Clear and Specific Prompts:

• Provide clear, unambiguous instructions.

• Ensure sufficient context for the task.

• Iterative Refinement:

• Experiment with different prompt structures.

• Refine based on model responses.

• Few-Shot Learning:

• Provide examples within the prompt to illustrate desired 
response.

• Siamese networks, prototypical networks, Model-Agnostic 
Meta-Learning (MAML), etc.



The DOLLmC Process

• Integrating data workflows into the DevOps pipeline.

• Ensuring continuous learning and model evolution.

• Seamless deployment of updates and rigorous version control.

• Managing the complexity of LLM structures.

• Real-time performance monitoring and rollback mechanisms. 



The DOLLmC Process



Technolog
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Key roles for LLM 

customization

•Data management

•Data pipelines 

•LLM model development

Data Scientist 

•LLM infrastructure

•Cloud configuration 

Infrastructure engineer

•Software engineer with DevOps 

skills

•Pipeline management

DevOps Engineer

•Cross functional 

role

•Data 

•LLM model

•Infrastructure

•DevOps

ML engineer



Key Challenges in 

Customizing an LLM  1/2

• 1. Data Collection and Curation

• High-Quality Data: Acquiring diverse, high-quality, and representative data.

• Data Privacy: Ensuring compliance with data privacy regulations.

• Data Cleaning: Removing noise and ensuring data consistency.

• 2. Model Architecture and Hyperparameters

• Model Selection: Choosing the appropriate model architecture and size (COST).

• Hyperparameter Tuning: Balancing performance and computational efficiency.

• Scalability: Ensuring the model can scale to handle large datasets and high 

load.

• 3. Fine-Tuning Strategies

• Semantically rich data and examples

• Prompt engineering techniques



Key Challenges in Customizing 

an LLM  2/2
• Evaluation and Validation

• Effective Metrics: Designing evaluation metrics that align with goals.

• Thorough Testing: Ensuring the model performs well across scenarios and 

edge cases.

• Continuous Monitoring: Regularly assessing and updating the model's 

performance.

• 5. Bias and Fairness

• Bias Detection: Identifying biases in training data and model 

predictions.

• Fairness: Ensuring outputs do not reinforce harmful stereotypes.

• Mitigation Techniques: Implementing fairness-aware algorithms and 

continuous bias audits.

• 6. User Interaction and Feedback

• User-Friendly Interfaces: Designing intuitive interfaces for model 

interaction.

• Feedback Mechanisms: Collecting and analyzing user feedback effectively.

• Iterative Improvement: Using feedback to continuously fine-tune and 

improve the model

• 7. Use of DollmC like process

• Define the process

• Define new roles

• Automate as much as possible

• Train the personnel 



Conclusions

• Importance of adapting DevOps for LLM customization.

• Integration of ontologies and prompt engineering enhances efficiency.

• DOLLmC methodology demonstrated in pilot projects.

• Need for extensive validation across different domains. 
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